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Abstract

Complex objects can often be conveniently represented kig Bets of
simpler components, such as images by sets of patches siigktags
of words. We study the class of positive definite (p.d.) kirifier two

such objects that can be expressed as a function of the mafr¢jesir

respective sets of components. We prove a general integpedsenta-
tion of such kernels and present two particular examplese @rthem

leads to a kernel for sets of points living in a space endovsedf iwith a

positive definite kernel. We provide experimental resuttad®enchmark
experiment of handwritten digits image classification vahllustrate the
validity of the approach.

1 Introduction

Suppose we are to deal with complex (e.g non-vectorial)adbjirom a setZ on which

we wish to apply existing kernel methods [1] to perform tasksh as classification or
regression. Assume furthermore that the latter objectdbeameaningfully described by
small components contained in a st Namely, we suppose that we can define an a
priori mappingT which maps any: € Z into a finite unordered list of elements 4f,
7(z) = [x1, 22, ..., x,], through a sampling process which may be exhaustive, ltieunis
random both in the quantity of sampled componentnd in the way those components
are extracted. Comparing two such complex objects throlugllirect comparison of their
respective lists of components has attracted much attergicently, namely through the
definition of p.d. kernel on such-lists. Most recent approaches to compare twiists
involve the estimation of two distributions, andp.. on X’ within a parametric class of
models that fit (e.g. in maximum likelihood (ML) sense) regpely 7(z) andr(z’) seen

as a samples from laws oli, where each resulting law could be identified witland 2’
respectively. Such a kernel is then defined betwgeandp.., as seen for example in [2]
with the Information Diffusion kernel, in [3] with the fanyilof Mutual Information Kernels

or in [4] with the use of the Battacharyya affinity betweenandp... An alternative
and non-parametric approachsdists comparison that studies the subspaces generated by
points of 7(z) and7(2’) in a feature space was also proposed in [5], recalling elesnen
presented in Kernel-Canonical Correlation Analysis [6].

We explore in this contribution a different direction to ket design for lists by studying the
class of kernels whose value computed on two lists is onlyddfihrough its value on their



concatenation. This approach was already used in [7], waopeeticular kernel for strings
that only compares two strings through their concatenasigmesented. In this paper, the
approach is extended to a more general and abstract settintjsts, but the motivation
remains the same as in [7]: if twolists are similar, e.g. in terms of the distribution of
the components they describe, then their concatenatiobevwhore “concentrated” than if
they are very different, in which case it might look more l&keeunion of two disjoint sets
of points. As a result, one can expect to get a relevant meadisimilarity, and hence a
kernel, by studying properties of the concatenation of ists lsuch as its concentration.

After an example of a valid kernel for lists seen as measungb® space of components
(Section 2), we provide a complete characterization fag t@ss of kernels (Section 3)
by casting them in the context of semigroup kernels. Thisldet@ the definition of a
second kernel based on exponential densitiestonvhich boils down after a numerical
approximation to the computation of the entropy of the maximiikelihood density (taken
in the considered exponential family) of the points numbéag lists of components. This
kernel is extended in Section 4 to points taken in a reprodpukgrnel Hilbert space defined
by a kernels on X, and is then tested on a problem of image classification, evineages
are seen as bags of pixels and a non-linear kernel betweels gxused (Section 5).

2 The entropy kernel

As a warm-up, let us assume that the &efs measurable, e.gX = R, and that to
any pointz € X we can associate a probability measure ¥rwith density i, with

respect to a common measure (e.g. the Borel uniform measwity) finite entropy

h(p) Lf _ Jo pInp. Consider for example a Gaussian distribution with meaand

fixed variance. A natural way to represent an unordered-(ist = [z1,x2, ..., z,] € X"

is by the density., = 1/n Y., j1,,. In that case, a p.d. kernklbetween unordered lists
7 and7’ that only depends on their concatenatidn) - 7(2’) is equivalent to a p.d. kernel
between densitiggandy’ that only depends om+1.'. Hence we are looking for a p.d. ker-
nel on the seP of probability densities of finite entropy of the forriu, 1) = o(u+ ).
An example of such a kernel is provided in the following prsiion. Recall that a neg-
ative definite (n.d.) kernel on a sat is a symmetric functioy : X2 — R that satisfies
>oij=cicig(zi,xy) < 0foranyn € N, (21,...,2,) € X" and(ci ..., c,) € R™ with
i, ¢ = 0. Auseful link between p.d. and n.d. kernels is thas n.d. if and only if
exp(—tg) is p.d. for allt > 0 [8, Theorem 3.2.2.].

Proposition 1. The functiong : p,p/ — h(%"/) is negative definite o, making

Fen (o, 1) & eth(*5) 3 p.d. kernel o for any¢ > 0. We callk, the entropy kernel

between two measures.

The entropy kernel is already a satisfactory answer to oitielirmotivation to look at
merger of points. Observe that,if, is a probability density around, then, can often
be thought of as an estimate of the distribution of the pdimts and(y., + j/)/2 is an
estimate of the distribution of the points enumerated in-’. If the latter estimate has a
small entropy we can guess that the points and7’ are likely to have similar distributions
which is exactly the similarity that is quantified by the eply kernel.

Proof of Proposition 1.1t is known that the real-valued function: y — —ylny is n.d.
onR, as a semigroup endowed with addition [8, Example 6.5.16]a Asnsequence the
function f — r o f is n.d. onP as a pointwise application @f and so is its summation on
X. For any real-valued n.d. kernkland any real-valued functiofy we have trivially that
(y,y") — k(y,v") + g(y) + g(y’) remains negative definite, henh(e”Tf/) is n.d. through

h(£ELY = Lh(f + ')+ 22(|f| + | /]), yielding positive definiteness &f,. (]



3 Semigroups and integral representations of p.d. kernelsrofinite
Radon measures

In order to generalize the example presented in the preweason, let us briefly recall
the concept of p.d. kernels on semigroups [8]. A nonemptySsist called an Abelian
(autoinvolutive) semigroup if it is equipped with gkbelian associative compositian

admitting a neutral element i§. A functiony : S — R is called apositive definite
(resp.negative definitefunctionon the semigroups, o) if (s,t) — p(sot)isap.d. (resp.
n. d.) kernelorS x S.

The entropy kernel defined in Proposition 1 is therefore a patnel on the semigroup
of measures with finite entropy endowed with usual additibhnis can be generalized by
assuming tha®’ is a Hausdorff space, which suffices to consider the set deflRadon
measures\/} (X) [8]. For u € MY (X), we note|u| = pu(X) < ~+oco. For a Borel
measurable functiofi € RY, we noteu[f] = J+ fdp. Endowed with the usual Abelian
addition between measurgd/® (X), +) is an Abelian semigroup. The reason to consider
this semigroup is that there is a natural semigroup homohigmp between finite lists of
points and elements af/? (X) given byr = [21,...,z,] — pr = > i fa;, Where

pe € MY (X) is an arbitrary finite measure associated with eaeh X'. We discussed in
section 2 the case where has a density, but more general measures are allowed, such as
1z = 0., the Dirac measure. Observe that when we talk about listhpitld be understood
that some objects might appear with some multiplicity whsblould be taken into account
(specially whenY is finite), making us consider weighted measytes: > | ¢;fi,, in

the general case. We now state the main result of this sestitoh characterizes bounded
p.d. functions on the semigroug® (),

Theorem 1. A bounded real-valued functiop on M® (X) such thatp(0) = 1 is p.d. if
and only if it has an integral representation:

_ —u[f]
(1) /C ),

wherev is a uniquely determined positive radon measureCon(X'), the space of non-
negative-valued continuous functions®t endowed with the topology of pointwise con-
vergence.

Proof. (sketch) Endowed with the topology of weak convergeMé;,(X) is a Hausdorff
space [8, Proposition 2.3.2]. The general result of infeggresentation of bounded p.d.
function [8, Theorem 4.2.8] therefore applies. It can bexshthat bounded semicharacters
on M! (X) are exactly the functions of the form— exp(—pu[f]) wheref € CT(X) by
using the characterization of semicharacter§RRn, +) [8, Theorem 6.5.8] and the fact
that atomic measures is a dense subsétbf.x') [8, Theorem 2.3.5]. O

As a constructive application to this general represetatiieorem, let us consider the
caseu, = 0, and consider, as a subspacedf(X), the linear span oV non-constant,
continuous, real-valued and linearly independent fumstia, ..., fv on X. As we will see
below, this is equivalent to considering a set of densitefinéd by an exponential model,
namely of the fornp, (z) = exp(Zj,V:1 07 f;(x)—1p(0)) whered = (07),-1. y € © C RN

is variable andy is a real-valued function defined @& to ensure normalization of the
densitiespy. Considering a priotw on the parameter spaég is equivalent to defining
a Radon measure taking positive values on the subsét'@ft’) spanned by functions
f1,---, fnv. We now have ( see [9] for a geometric point of view) that:



Theorem 2. HAH € © being the ML parameter associated wjitand notingp,, = P,

%(u):e—'“'h“’“/ L CA I
(S]

is a p.d. kernel on the semigroup of measures, whigre|q) = fsupp(q)plng is the
Kullback-Leibler divergence betwegrandg.

Although an exact calculation of the latter equation isitdasn certain cases (see [10, 7]),
an approximation can be computed using Laplace’s apprdiomdf for example the prior
on the densities is taken to be Jeffrey’s prior [9, p.44] thenfollowing approximation
holds:

N

() e ol (2T
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)

The ML estimator being unaffected by the total weight we havep(2u) = @ (u)%(
which we use to renormalize our kernel on its diagonal:

5=
w2

N
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(i, 1) = e~ lelh(p) =10 Th(pu) \ || + ||

Two problems call now for a proper renormalization: Firt|u'| < |u| (which would
be the case it describes far more elements thal), the entropyh(p,,.-) will not take
into account the elements enumerateg’inSecond, the value taken by our p.d funct{n
decreases exponentially with| as can be seen in equation (1). This inconvenient scaling
behavior leads in practice to bad SVM classification reglits to diagonal dominance of
the Gram matrices produced by such kernels (see [11] foanies). Recall however that
the Laplace approximation can be accurate only wipens 0. To take into account this

tradeoff on the ideal range gf|, we rewrite the previous expression using a common width
parametep3 after having applied a renormalization prandy.’:

v(pp)+h(p )
3 1) -2 h(pm)—}i“
Falie i) = (i ) = (1 =), @

wherey” = |Z—| + |Z—‘ ( should hence be big enough in practical applications torertbe

consistency of Laplace’s approximation and thus positefiniteness, while small enough
to avoid diagonal dominance. We will now always suppose ¢hiatatomic measures are
normalized, meaning that their total weight;" , ¢; always sums up to 1.

Let us now review a practical case wharis R*, and that some kind of gaussianity among
points makes sense. We can usdimensional normal distributions,, s; ~ N (m,X)
(whereX is ak x k p.d. matrix) to define our densities. The ML parameters of asuee
pareinthatcase i = Y ¢z, andX, = S0 ei(w; — i)(z; — 1) . Supposing
that the span of the vectorsz; coversR* yields non-degenerated covariance matrices.
This ensures the existence of the entropy of the ML estinthresigh the formula [12]:
h(pm,s) = 2 In((2me)"|[). The value of the normalized kernel in (2) is then:

28
(st — <\/|2#|2w|> |

|ZH”

This framework is however limited to vectorial data for whithe use of Gaussian laws
makes any sense. An approach designed to bypass this deshietion is presented in
the next section, taking advantage of a prior knowledge erctimponents space through
the use of a kernet.



4 A kernel defined through regularized covariance operators

Endowing X’ (now also considered 2-separable) with a p.d. kernkebunded on the di-
agonal, we make use in this section of its correspondingdeming kernel Hilbert space
(RKHS, see [13] for a complete survey). This RKHS is denote&pand its feature map
by ¢ : « — k(x,-). Z is infinite dimensional in the general case, preventing amsy s
tematical use of exponential densities on that featureespae bypass this issue through
a generalization of the previous section by still assumimmes “gaussianity” among the
elements numbered by atomic measyreg’ and " which, once mapped in the feature
space, are now functions. More precisely, our aim when dgaliith Euclidean spaces
was to estimate finite dimensional covariance matricgs:,/, ¥,,» and compare them in
terms of their spectrum or more precisely through their heit@gant. In this section we
use such finite samples to estimate, diagonalize and rézgiliaree covariance operators
Sy, S, S, associated with each measuresyrand compare them by measuring their re-
spective dispersion in a similar way. We note §of = its dual¢* (namely the linear form
E - Rs.t.(— ¢ = (=) and||¢]|? = £*¢. Let (e;);en be a complete orthonormal
base of= (i.e. such thagpan(e;);en = = andeje; = ¢;;). Given a family of positive real
numbers(t;);cn, We noteS, . the bilinear symmetric operator which mafag — £*5; ¢
whereS; . = >, oy tieie;.

For an atomic measurg and notingé; et (& — pl€]) its n centered points irE, the

empirical covariance operatdf, = > ", ¢;;&F on = can be described through such a
diagonal representation by finding its principal eigenfiors, namely orthogonal func-
tions in= which maximize the expected (w.r.t td variance of the normalized dot-product

hy(€) 4t v’¢ here defined for any of =. Such functions can be obtained through the

(]l

following recursive maximizations:

1 < -
v; = argmax var, (hy(§)) = argmax T Z civ;&i.
veEvl{vi,...,vj_1} veEwLl{v,...,vj_1} ij” i=1

As in the framework of Kernel PCA [1] (from which this calcslonly differs by consider-
ing weighted points in the feature space) we have by the septer theorem [1] that all the
solutions of these successive maximizations Ii@aiam({é}i:l“n). Thus for eachy; there
exists a vectory; of R” such thav; = 37 a; ;& with ||v;||* = o] K,,a; wherek,, =
(In — 1, n ALK, (I, — Acl,, ,,) is the centered Gram matri,, = [k(z;, 2;)]1<i,j<n Of
the points taken in the support pf with 1,, ,, being then x n matrix composed of ones
and A. then x n diagonal matrix ofc; coefficients. Our latter formulation is however
ill-defined, since anyy; is determined up to the addition of any elemenikefff(u. We

thus restrict our parametetdo lie in £ 2 yer f(j C R™to consider functions of positive
squared norm, having now:

aTKMACKMa
aj = argmax —

~ T
a€EVk<jaTKaz=0 O Ky«

(= var, (b, (€)))

Both endomorphisnk ,A.K, and K, being symmetriositivedefinite onE (one can
easily prove thaker K, = ker K,,A.K,,), the right-hand argument of the previous equa-

tion, known as the Rayleigh quotient &f,A.K,, by K,,, can be maximized through a
Hermitian generalized eigenvalue decomposition. Thismaation yields a basis; of £

such thah;f(uai = 0fori < j < dim(FE), and with corresponding positive eigenvalues
in decreasing ordeXy, ..., Agim(g). Throughv; = Zle ajﬂ-fi and writingr = dim(FE),

this also yields an orthogonal bagis;);<, of span{(é)ign}, which can be completed
to span= through a Gram-Schmidt orthonormalization process udiegariginal basis



(ei)ien. The orthonormal base correspondingStpis thus(v;);cn, where ther first vec-
tors are the original eigenvectors obtained through theigue maximization. Such a
diagonal representation 6f, takes the fornt,, = S , whereA = (A\q, ..., A,,0,...). This
bilinear form is however degenerated &nand facing the same problem encountered in
[4, 6] we also propose to solve this issue through a regatoiz by adding a component
71 on every vector of the base, i.e. defining = (A +7, ..., \» +1,7,...) withn > 0, to
propose a regularization &f, as:

r

S, = Z()\i + n)vivy + Z nvv;

i=1 i>r

The entropy of a covariance operafir, not being defined, we bypass this issue by consid-
ering the entropy of its marginal distribution on its filseigenfunctions, namely introduc-
ing the quantityS; |¢ = g In(2me) + % Z?:l Int;. Let us sum up ideas now and consider
three normalized measurgsy’ andy” = %‘/ which yield three different orthonormal
bases);, v; andv!’ of Z and three different families of weights, = (A<, +7, 7, ...), )\;7 =
(Ni<pr + 1,1, ...) @nd A = (M., + 1,7, ...). Though working on different bases, those
respectivel first directions allow us to express an approached form ofedgR) limited to
different subspaces & of arbitrary sized >> " > max(r,r’):

‘S)\ ,7;|d + |S)\’ ,’1)"d
ka,p(p, ') = exp (—25 (ISA;GWM T

26 3)

A ! Al

VI 1+ 2T 1+ 3
1" )\7/;/
H;:l 1 + n

The latter expression is independentdpfvhile lettingd go to infinity lets every base on
which are computed our entropies span the entire sgaddiough the latter hint does not
establish a valid theoretical proof of the positive defimiss of this kernel, we use this final
formula for the following classification experiments.

5 Experiments

Following the previous work of [4], we have conducted expemts on an extraction of
500 imagesZ8 x 28 pixels) taken in the MNIST database of handwritten digitghvs0
images for each digit. To each imagewe randomly associate a sefz) of 25 to 30
pixels among black points (intensity superior to 191 on a @36 scale ) in the image,
whereX is {1, ..,28} x {1,..,28} in this case. In all our experiments we geto be%
which always yielded positive definite Gram matrices in ficgc To define our RKHS
= we used both the linear kernet, ((x1, 1), (r2,v2)) = (x172 + y1y2)/27% and the

Gaussian kernel of width, namelyx, ((x1,y1), (22,92)) = e~ W% The
linear case boils down to the simple application presemtélda end of section 3 where we
fit Gaussian bivariate-laws on our three measures and defimikarsty through variance
analysis. The resulting diagonal varian¢gs 1, ¥22),(¥} 1, ¥5 ) and(X7 1, X5 ») mea-
sure the dispersion of our data for each of the three measyiedding a kernel value of

—W equal t00.382 in the case shown in figure 1. The linear kernel man-
ages a good discrimination between clearly defined digith sis1 and 0 but fails at
doing so when considering numbers whose pixels’ distrdsutiannot be properly char-
acterized by ellipsoid-like shapes. Using instead the &aunskernel brings forward a
non-linear perspective to the previous approach since jisnmow all pixels into Gaus-
sian bells, providing thus a much richer function classZorn this case two parameters
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$11 = 0.0552 2, = 0.0441
o = 0.0013 b 5 = 0.0237

S | = 0.0497
2, = 0.0139

=

A = 0.276 N, =0.168 N =0.184
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Figure 1: First Eigenfunction of three empirical measwgsg:, and “”2”‘“ using the linear
(a) and the Gaussian (b, with= 0.01,0 = 0.1) kernel. Below each image are the cor-
responding eigenvalues which correspond to the varianueiea by each eigenfunction,

the second eigenvalue being also displayed in the linear(@s

require explicit tuning:o (the width of k) controls the range of the typical eigenvalues
found in the spectrum of our regularized operators whereasts as a scaling parame-
ter for the latter values as can be seen in equation (3). Acieitichoice can thus only
be defined on pairs of parameter, which made us use two rarfigedues forn and o
based on preliminary attemptg:c 10~2 x {0.1,0.3,0.5,0.8,1,1.5,2,3,5,8,10,20} and

o €1071x{0.5,1,1.2,1.5,1.8, 2, 2.5, 3}. For each kernel computed on the base of &)
couple, we used a balanced training fold of our dataset 0 i@ binary SVM classifiers,
namely one for each digit versus all other 9 digits. The atdigise remaining images of the
test fold was then predicted to be the one with highest SVMesamong the the 10 pre-
viously trained binary SVMs. Splitting our data into testldraining sets was led through
a 3-fold cross validation (roughly 332 training images a6@ for testing), averaging the
test error on 5 random fold splits of the original data. Thasilts were obtained using
the spider toolboxand graphically displayed in figure (2). Note that the bestirig errors
were reached usingavalue of0.12 with anrn parameter withir).008 and0.02, this error
being roughly19.5% with a standard deviation inferior % in all the region correspond-
ing to an error lower thaB2%. To illustrate the sensibility of our method to the number of
sampled points i we show in the same figure the decrease of this error when thee
of sampled points ranges from 10 to 30 with independentisehaandom points for each
computation. As in [4], we also compared our results to taeddrd RBF kernel on images

seen as vectors dbh, 1}27-27, using a fixed number ¢f0 sampled points and the formula

ll=z—="]| . - . .
k(z,2") = e s02.2 . We obtained similar results with an optimal error rate afgioly

44.5% for o € {0.12,0.15,0.18}. Our results didn’t improve by choosing different soft
marginC' parameters, which we hence just set ta’be- oo as is chosen by default by the
spider toolbox.

seehttp://www.kyb.tuebingen.mpg.de/bs/people/spider/
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Figure 2: (a) Average test error (displayed as a grey leviajfterent SVM handwritten
character recognition experiments using 500 images freMNIST database (each seen
as a set of 25 to 30 randomly selected black pixels), cartédith 3-fold (2 for training, 1
for test) cross validations with 5 repeats, where pararsgtéegularization) and (width

of the Gaussian kernel) have been tuned to different val(l8sCurve of the same error
(withn = 0.01, 0 = 0.12 fixed) depending now on the size of the sets of randomly ssdect
black pixels for each image, this size varying between 103hd
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